
1

Today's plan

● security overview
● file system review
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Security in 2021

● Systems are routinely tested in real life
– powerful actors have incentives to break systems
– financial rewards for successful break-ins

● both legitimate and not

● buffer overflow is less of a problem
● much awareness of side-channel attacks

– e.g. meltdown and spectre
– to avoid side-channel attacks, code execution must independent of 

data, i.e. no data-dependent conditionals
● users are often the weakest link (still!)

– phishing attacks mean that your own trusted employees cannot be 
trusted
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example file systems: NTFS

● a Master File Table (MFT) contains a set of records, each corresponding to one file
● MFT is similar to a combination superblock and inode table
● one of the early files in the MFT is a mirror of the MFT
● another of the early files is the bitmap of blocks used
● MFT records have a record header, followed by (attribute-header, attribute-value) pairs
● attributes include various inode-type information such as size, ownership, etc
● one attributes is the data of the file
● attribute values can be stored immediately within the MFT, if small, or be nonresident
● nonresident attributes are stored in a sequence of records, each of which is a sequence 

of logically consecutive blocks (allowing files to have holes)
● each record is a sequence of (block-number, number-of-blocks), which is the same as 

an extent, or segment on disk
● if the information for a file needs more than one MFT record, additional MFT records are 

used, and are recorded in the first MFT record
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example file systems: 1980s Unix

● older unix file systems used fixed-size inodes (128 
bytes) to hold data for any kind of file, including 
directories

● the inodes had room for up to a dozen pointers, of which 
the first few referred to data blocks, the next one to an 
indirect block, and the final two to a double and triple 
indirect block

● file system consistency requires every inode's reference 
count to match the number of its incoming links, the 
bitmap to correctly record used and free blocks, and 
every directory entry to refer to a valid inode
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Storage Management

● storage is an addressable collection of bytes
● sometimes the bytes are grouped into blocks, e.g. 512-byte pages
● at the very least, storage management must keep track of the free space
● there is some overhead to keeping track of space, so free space is 

usually managed in units of blocks (fixed size) or segments (variable size)
● there are two basic techniques for keeping track of free space:

– free list: each free block (segment) has a reference to the next free block 
(segment)

– bitmap: each block in the system corresponds to a bit in the bitmap. The bit is 
zero if the block is allocated, and one if it is free 

● the bitmap has an overhead of 1 bit per block in the storage system
● bitmaps only really work with fixed-size blocks, not segments
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Free List Management

● freeing a block or segment adds it to the front of the free list -- O(1)
● allocating a block or segment will:

– take the first block from the free list -- O(1)
– take the first segment from the free list -- O(1), but may not give sufficient space
– take the first segment from the free list that is large enough -- first fit, O(n), where n is the 

number of segments in the free list
– take the smallest segment from the free list that is large enough -- best fit, O(n)
– take the largest segment from the free list -- worst fit, O(n) 

● O(1)/O(n) matters because each access to a segment requires a disk access
● first-fit is faster than best fit or worst fit, even though all are O(n)
● first-fit may also give a better distribution of segment sizes overall

● free list management makes it hard (O(n)) to give preference to storage near a 
given location, or to merge adjacent segments
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Storage Allocation

● allocating storage means marking the storage as not 
free:
– clearing the corresponding bits in the bitmap, or
– removing the block(s) or segment(s) from the free list, or
– readjusting the size of a segment in the free list 

● freeing/recycling storage means marking the storage 
as free:
– setting the corresponding bits in the bitmap, or
– adding the block(s) or segment(s) to the free list, perhaps 

merging adjacent segments (which takes O(n) for a 
straightforward free list)
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File Systems

● a file system must do two things:
– manage free space
– keep track of named, persistent data 

● keeping track of data is similar to keeing track of free space, 
except:
– one bitmap per file would be impractical
– a block or segment list is fine for sequential access, but not enough for 

random access to the data
– efficient file systems must keep some sort of index to all the blocks or 

segments 
● keeping track of names can be simply a matter of keeping a table 

of (name, index-for-data, other-info-if-any) entries in a directory
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file indices and inodes

● a file index needs to keep track of all the pointers to 
blocks or the pointers and sizes of segments

● this requires a number of entries proportional to the size 
of the file (for blocks) or to the number of segments

● a fixed-size index node is not suitable for this, but can 
be if it refers to the root of a tree of block references

● the (dis)advantage of an inode is that a file exists 
independently of whatever directories may link to it:
– multiple hard links to a file are possible
– file ownership and protection are independent of links
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directory structure

● a superblock contains a reference to the bitmap or free list, 
and a reference to the root of the directory tree

● each directory has a table of (name, index) pairs, of which 
both the name and the index may be either fixed or variable 
sized

● when inserting a new name into a directory, can add into a free 
position or at the end -- this is similar to storage allocation

● when removing a name from a directory, can move the rest of 
the directory so there is no gap -- this is slow for big directories

● if the directory entries have a fixed size, can move the last 
entry into the slot left by the removed entry, and shrink the size 
of the directory file 
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file I/O

● in a conventional file system, all the data structures are 
on disk

● before a data structure can be used, it must be brought 
into memory, either as a whole, or in part

● whenever (part of) a data structure is modified, it must be 
written back to disk

● to make this easy, many data structures (e.g. inodes, 
directory entries) can be designed to fit into a block, so 
access is to the data structures within a block

● I/O is also needed to bring file data into memory, and 
write changed file contents back to disk
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